¢ Storage System Evolution

“will we ever have enough bandwidth?”



A Brief History of Digital Media Storage Schemes

+ Simultaneous reads from multiple platters
* RAIDO,1,2,34,5

+ Networked Attached Storage

+ Storage Area Network

+ Clustered Storage

+ Fully Distributed Hle Systems



Network Attached Storage (Network Appliance)

Pros
¢ Filesystem and disks integrated in the solution
¢ Low cost of entry and easy to implement (GigE)

= File level access
¢ Designed for moderate file sizes (MBs)
¢ RAID data protection (less storage overhead) , file level access

Cons

Architectural limitations

NAS-head bottleneck, single point of failure
16TB Filesystem/volume limit

RAID associated rebuild times

Sustained throughput is limited (low)
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Growth creates islands of storage, increase cost of management



Storage Area Network (DDN, Apple, ADIC)

>Pros
¢ Best for random access of small files
¢ FibreChannel protocoal is faster and more deterministic than IP

¢ Established technology
=Until recently FibreChannel roadmap was ahead of Ethernet

+Cons
¢ Requires a shared file system, block level access
=High cost; complex to implement and manage

¢ Low throughput for sequential large files
¢ FibreChannel roadmap no longer ahead of Ethernet



Clustered/Distributed Storage (Isilon, Avid, Omneon)

*Pros
¢ Leverages Ethernet roadmap
¢ Banawidth and capacity scale in parallel
¢ No RAID overhead nor long rebuild times
¢ Granularly hot-scalable; no forklift upgrades
¢ Some systems enable grid processing

+Cons
¢ Can reguire additional storage for protection




Clustered Storage Architectures

+ Enable multiple storage devices to act as a single entity

2-way simple failover
cluster

Namespace
aggregation

Clustered storage with
Distributed File System

File System Single file system with A virtual filesystem above Multiple independent
failover HEAD (metadata multiple independent filesystems working
and fileserver) filesystems together, single global
namespace
File Layout All files stored on single Controls which Distributes file layout across

storage system

filesystem/storage receives
the file

all storage nodes and disks

Data Striping

Stripes data across a set of
disks (RAID set) within a
specific storage system

Stripes data blocks across
disks within a specific
filesystem and its storage

Breaks files into data blocks
that are striped across all
storage nodes and disks




Cluster Evolution

Failover Cluster

Metadata and filesystem

Failover Head
manager “HEAD”

Namespace agdgregator

Passed

Data
Returned

Arrays

Windows Linux Unix

Storage

storage Storage



Next Revision of Clustered architecture

NAS Clustered (Isilon)
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= Each Node contains Filesystem and storage array T E]
» Al nodes maintain coherency —
= Client connects to one of the nodes — ‘
»  Same node talks to other nodes, gets the different blocks
#  Aggregates the blocks to form a file and returns to the _ﬂ
client —







